
Course 9 Gaussian Processes, Bayesian Deep Learning and Bayesian Optimization

Program 1. Introduction to Gaussian processes.
a. Review of non-linear regression.
b. Bayesian weight-space regression.

i. Likelihood, prior and posterior.
ii. Marginal likelihood.
iii. Predictive distribution.

c. Function space view.
i. Definition of a Gaussian process.
ii. GP prior mean and covariance.
iii. Marginalization and predictive distribution.
iv. Considering additive noise.
v. Varying the hyper-parameters.
vi. Examples of covariance functions.

d. GPs for classification.
i. Binary classification.
ii. Probit and sigmoid link functions.
iii. Noise in the labels.
iv. The Laplace approximation for approximate inference.
v. Multi-class classification.

e. Hands on Gaussian processes with GPytorch in Google Colab.
i. A simple regression example.
ii. Impact of the covariance function and the hyper-parameters.
iii. Tuning the hyper-parameters.
iv. Probit binary classification.

2. Sparse Gaussian processes.
a. Computational challenges of Gaussian processes.

i. Memory requirements.
ii. Time complexity.

b. The Nyström approximation.
i. Estimating the eigenvalues and eigenvectors.
ii. Low rank approximation of the covariance matrix.
iii. Approximate predictive distribution.

c. The full independent training conditional approximation.
i. Inducing points and inducing values.
ii. GP prior approximation.
iii. Learning the inducing points location.
iv. Generalized FITC and expectation propagation.

d. The variational free energy approximation.
i. Introduction to variational inference.
ii. Fixed approximate posterior distribution.
iii. Closed-form optimization of q.
iv. Stochastic optimization via mini-batch training.
v. Whitening and natural gradients.
vi. VFE vs. FITC analysis.

e. Hands on sparse Gaussian processes with GPytorch in Google Colab.
i. Approximate inference via FITC.
ii. Approximate inference via VFE.
iii. Extending VFE for arbitrary likelihoods.

3. Deep Gaussian processes.
a. Limitations of standard Gaussian processes.

i. Covariance functions.



ii. Predictive distribution.
b. Motivation for deep GPs and practical difficulties.

i. Deep GPs as deep neural networks.
ii. Composition of functions (automatic covariance function design).
iii. Deep GPs predictive distribution.
iv. Challenges of deep GPs.

c. Approximate Bayesian inference for deep GPs.
i. Inducing points representation.
ii. Joint probability distribution and approximate distribution.
iii. Approximate inference using approximate expectation propagation.
iv. Approximate inference via variational inference.
v. Approximate inference by minimizing alpha-divergences.

d. Hands on deep Gaussian processes with GPytorch in Google Colab.
i. Creating the network of GPs and propagating samples.
ii. Evaluating the variational objective.
iii. Training the deep GP via VI and comparison with standard GPs.
iv. Computation of the predictive distribution.
v. Effects of the dept in deep GPs.
vi. Training deep GPs by minimizing alpha divergences.

4. Bayesian deep learning
a. Uncertainty representation in DL. Types of uncertainty. Prior selection
b. Functional approximation methods:

i. Laplace approximation
ii. Variational inference

c. Sampling methods:
i. MCMC, MC-Dropout
ii. Deep ensembles

d. Practical BDL
e. Metrics and uncertainty calibration
f. Hands on Bayesian deep learning with Pytorch in Google Colab.

5. Introduction to Bayesian optimization
a. Motivation and intuition. The black-box scenario.
b. Bayesian optimization algorithms.

i. Probabilistic surrogate model (GPs and more)
ii. Acquisition functions (UCB, EI, information, etc)

c. Bayesian optimization in complex scenarios
i. Parallel Bayesian optimization.
ii. Robust Bayesian optimization
iii. Multi-fidelity Bayesian optimization.
iv. High-dimensional Bayesian optimization.

d. Hands on Bayesian optimization in Google Colab.
i. Simple toy functions.
ii. Benchmark of functions.
iii. Hyper-parameter tuning of machine learning algorithms.

Practical demonstrations and exercises in Python using GPytorch, Pytorch and BOTorch.
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Prerequisites The student is assumed to be familiar with the basics of probability, statistics, machine 
learning, deep learning, calculus, algebra, classical optimization and Python coding and 
most common libraries such as numpy, scikit-learn or pytorch.

Readings before 
coming

Feel free to consult any of the next readings depending on your background/interest field.
The readings are not compulsory, only advisable.

DeGroot, M. H., & Schervish, M. J. (2012). Probability and statistics. Pearson Education.

Bishop, C. M., & Nasrabadi, N. M. (2006). Pattern recognition and machine learning (Vol. 
4, No. 4, p. 738). New York: springer. Chapters 1 and 2.

VanderPlas, J. (2016). Python data science handbook: Essential tools for working with 
data. " O'Reilly Media, Inc.".


