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Resumen

Este trabajo presenta una evaluacion empirica de los métodos de prueba de
hipétesis de dos muestras en el contexto del analisis de datos funcionales (FDA)
y datos de alta dimension. Los datos funcionales, caracterizados por depen-
dencias complejas y dimensiones de alto orden, requieren técnicas estadisticas
especializadas mas alla de los enfoques multivariados estandar. El estudio in-
vestiga pruebas basadas en kernel y pruebas de energia como alternativas ro-
bustas para las pruebas de hipotesis de dos muestras en FDA, que se utilizan
comunmente para determinar si dos conjuntos provienen de la misma muestra.

El trabajo se centra en el enfoque de Discrepancia Suprema de Kernel propuesto
recientemente en [1], explorando su flexibilidad y robustez en entornos de datos
de alta dimension. También se utiliza la Prueba de Energia para evaluar los
resultados en comparacion con un enfoque similar de vanguardia.

Los experimentos propuestos, con datos sintéticos y reales, destacan considera-
ciones practicas, rendimiento y casos de uso, ofreciendo una guia valiosa para
investigadores y profesionales en FDA.






Abstract

This master’s thesis presents a comprehensive empirical evaluation of two-sample
hypothesis testing methods within the context of functional data analysis (FDA)
and high-dimensional data. Functional data, characterized by complex depen-
dencies and high-order dimensions, necessitates specialized statistical tech-
niques beyond standard multivariate approaches. The study investigates kernel-
based and energy tests as robust alternatives for FDA two-sample hypothesis
testing, which is commonly used to determine if two sets originate from the
same sample.

The work focuses on the recently proposed Supreme Kernel Discrepancy ap-
proach in [1], exploring its flexibility and robustness in high-dimensional data
settings. The Energy Test is also utilized to assess the results against a similar
state-of-the-art approach.

The proposed experiments, with both synthetic and real data, highlight practi-
cal considerations, performance, and use cases, offering valuable guidance for
researchers and practitioners in FDA.
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Chapter 1

Introduction

The goal of this work is to assess and explore the Supremum Kernel Distance
test, a two sample hypothesis test for functional data. This work’s approach to
that are comparative tests over different sets built with different type of distribu-
tions. This aims to help understand possible situations where taking advantage
of this method could be beneficial. As sources for this introduction information,
theory and explanations have been based on [4] and [7].

1.1 Functional Data

Functional data involves the use of functions, curves, surfaces, etc., as elements
of analysis instead of traditional samples in finite dimension spaces. This can
be seen as an extension to time series analysis given usually functions gain im-
portance on variables affected over a continuous, and at first glance, this might
seem already well covered and studied by the known time series theory, but
working with functional data offers the possibility of studying a different set of
properties of these samples as it will be explained in this section.

This kind of data arises when a certain studied variable can be viewed as a con-
tinuous process, so punctual sample points of the same curve on different points
can be treated under the paradigm of FDA by utilizing each evolution occurrence
of that process as an instance. For example, the growth in meters of a certain
tree is a process from which we know more information with the pass of time
and the growth of each tree in the world could be considered a function that has
taken infinite values from the moment of it was planted to this day.

But when working with data in the real world, we don’t obtain functions from
the processes and characteristics we measure, we have a limited frequency of
measure, that means a limited number of points, and usually a certain error,
given by the sensitivity of the measuring tool. So, while trees take values in each
of the infinite points of the time since its "birth", we obtain something that could
be similar to the Figure 1.1.



1.1. Functional Data

Simulated Growth Points for Trees at Unique Times with Random Variation
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Figure 1.1: Growth of four different trees over the course of 50 years.

While sampling will give us vectors with a height and time dimensions, discretiz-
ing the time and value, the process of growth is in reality continuous and takes
a value for each of the infinite time points while also passing through all the
infinite height points between each of the contiguous different samples. This
continuity is what time series approach doesn’t focus so much while Functional
Data Analysis does, and these variables which take values over continuous fields
are the origin on the interest of generating and expanding its theory. This is be-
cause functional data is defined by a process from which as time (or another
dimension) advances or moves we know more about, while time series are in-
stances of a same experiment over different points of time. The simplest data set
of Functional Data could be expressed with the following expression:

Tn(tjn) €R, tjne[T1,To], n=1,2,...,N, j=1,...,J,. (1.1)

This means the set of N curves defined on the common interval [7},75]. But as
already stated, only certain points are known. Data of this form can be format-
ted in multiple ways to allow its utilization. In the previously defined form each
series can be considered as a gridded approximation of the function generating
it, which allows certain treatments. Other possible path is to transform these
records into a combination of other known functions which sum results in the
complete one, representing that record. So, to turn the previous seen points we
need to express each datum of the series into a defined function.

The previously showed tree growth case will serve as example of that last trans-
formation. In this case [T7,7:] = [0,50], and the data is generated utilizing a
logistic growth function with the addition of a random source for variability.

This helps applying further statistics to our data and finding a function captur-
ing the underlying continuous process behaviour presented by the data points
while filtering out noise or measurement errors. There are several available
methods for this. One common approach to this fitting process is to use basis
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expansion. These are a set of predefined, well-understood functions that can be
combined to approximate a wide variety of shapes. By adjusting the number of
basis functions and its coefficients we create more or less smooth or sharp, and
more or less close functions that passes through or near our data points.

Basis functions are fundamental components in the FDA field and are used to
construct smooth approximations of data. They are particularly useful when the
data is in the form of curves or surfaces, which is common in FDA. In mathemat-
ical terms, a basis function is an element of a set of functions that are linearly
independent and span a function space, meaning that any function within this
space can be expressed as a linear combination of these basis functions. The
choice of basis functions depends on the properties of the data and the desired
characteristics of the smooth approximation.

It's obvious that the shape of the treated functions will produce some basis
capturing their variation better than others. Some of the most common choices
for these basis in FDA can be seen below.

® Fourier Basis
* Polynomial

* Splines

* Wavelets

Let’s denote a set of M basis functions as {gbm(t)%:l}. Then, a smooth function
z(t) that approximates the data can be expressed as a linear combination of
these basis functions:

M

x(t) = Z Cm¢m(t) (1.2)

m=1

where ¢, are the coefficients that need to be estimated from the data, and ¢ is
the independent variable, such as time in the case of the tree growth example.

The process of fitting involves finding the coefficients ¢,, that minimize the dif-
ference between the observed data points z,(t;,) and the function z(¢). This is
often done using least squares estimation or other optimization techniques that
may include regularization to avoid overfitting.

For example, if we choose to use polynomial basis functions, the approximation
of the data might look like this:

x(t) :co+clt+02t2+..-+CMtM (1.3)

3
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Alternatively, if we use B-splines as basis functions, which are common in FDA
due to their flexibility and local control properties, the expression would be:

M
2(t) =Y cmBum(t) (1.4)

m=1

where B,,(t) are the B-spline basis functions.

In Figure 1.2 we can see the B-spline basis expansion of one of the growth func-
tions previously mentioned. In this case we selected 6 basis functions of order
4 and the result approximates very precisely the function as can be seen in the
right plot that shows both the combined basis functions and the original one.
Once your data is formed by functions you can start looking for insight of it in
ways multivariate statistical analysis doesn’t allow.

B-spline Basis Functions B-spline Approximation vs. Original Growth

2000

1500

Basis Function

Tree Height (meters)
1000

500

e pline Approximation
Original Growth

T T T T T T T T T T T T
0 10 20 30 40 50 0 10 20 30 40 50

Time (years) Time (years)

Figure 1.2: Basis expansion functions and Original vs combined basis.

FDA can give a versatile look into the continuous face of the data. For example,
by working with functions, one can derive them to get information about the
velocity or the rate of change, and as an example, use these derived functions
as the input of a principal component analysis, which has its equivalent in FDA
statistics. This could help, for example, in analyzing the growth of trees in an
observed forest. So in short, FDA allows to take that functional nature of the
data into statistical analysis and utilities.

Functional data can also be used in regressions, that can produce both scalars
or new functions, for example, to predict the length an object is going to be
thrown given the rotation of different articulations, or in reverse, given some
demographic features or a person calculate its growth curve along the years.

Let’'s now consider an example analysis with data of the weather in Barcelona
every day of the year from 1944 to 2019 extracted from its climate station. The
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raw graph, colored by decades,shows obviously a more spiked behaviour, but,
treating it with the previously explained basis expansion and converting them to
functions, we can get its behaviour smoothed with less or more detail, depend-
ing on the need to characterize it with more nuances or less. In Figures 1.3,

Temperature Time Series in Barcelona by Decades Smoothed Temperature Trends by Decades

Smoothed Temperature Trends by Decades.

Temperature (C)

T T
0 100 200 300 0 100 200 300

Day of the Year Day of the Year

Figure 1.3: Raw Figure 1.4: 20 basis
Barcelona Tempera- functions of order 4 ba- Figure 1.5: 4 basis of
ture Data sis expansion order 2 basis expansion

1.4 and 1.5 we can see three subplots, the first one is the raw data plotted, the
second one has applied 20 basis functions to each of the time series of order 4,
and the last one only utilized 4 basis of order 2 for each of them. We can see
how the last one captures the most principal and primitive movement dynamic
of the data. In this case, we are interested more in the second approach, which
reduces the jumping tendency of the time series and captures a lot of movement.

With this new form of data, it gets opened for us, as mentioned before, new
features on the data to observe. For example, we already can tell that in recent
times the data seem to sit on higher values, but, between each of them, it is
more difficult to check the change patterns from one season to another, for this
one can look at a plot of the derivates (figure 1.7).

Smoothed Temperature Trends by Decades

Smoothed Temperature (C)

T
0 100 200 300

Day of the Year time

Figure 1.6: 4 split of years Figure 1.7: Derivative of the ba-
colouring of functional repre- sis expansion functional com-
sentation of the data position

In this case what can be easily observable is the tendency of more recent data
to sit more on the center, and, we also gain the clear knowledge of temperature
change occurring more chaotically on the end and beginning of each year while
spring and summer growing tendency and autumn and winter downfall is clear
for every year.
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There are other ways in which FDA can help analyze this data, for example,
with a Functional Principal Component Analysis, which can give us functions
capturing the source and flows of our data. Figure 1.8 shows a result of that
procedure. In this case, as can be seen by the percentage of variability explained,
not much information have been compressed and expressed in them, but this
procedure can decompose the general variability in understandable components,
which might be useful in certain scenarios to reduce the dimension of the basis
maintaining enough variability.

PCA function 1 {Percentage of variability 28.3 ) PCA function 2 (Percentage of variability 10.6 )

30
25
1

Harmonic 1
|
Harmonic 2
20
1

15

25

Harmonic 3
Harmonic 4
20

15
1

10
|
[

Figure 1.8: Four first principal components of Barcelona Weathers data

Another use this theory framework allows is utilizing Functional Data on classi-
fication, ranking or regression problems . One could, for example try predicting
the ranking of a race given the velocity at each point of the track of different cars
and utilizing its derivative to train a probabilistic classifier.

But that’s not the only possible regression that FDA allows, the type of regres-
sion models utilized in Functional data are subdivided in three broad categories
depending on the type of the responses and regressors.

¢ Scalar-on-function regression: Which utilizes curves at inputs and pro-
duces scalars as response. This would fit the mentioned example case.

Yi =a+ /TXi(t)B(t)dt + €

where:
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- y;: The scalar response for the i-th subject (e.g., the final ranking in a
race).

- «: The intercept term.

- X;(t): The functional predictor for the i-th subject (e.g., the velocity
profile of a car over the track).

- B(t): The coefficient function that needs to be estimated.
- [;: The integral over the domain T (e.g., the track length).
- ¢;: The error term for the i-th subject.

* Function-on-scalar regression: That takes scalars as input, and produces
curves. This could simulate, given the parameters of a certain young child,

his growing curve.
p

Xi(t) = a(t) + Y Bj(t)z; + &(t)

j=1
where:

- X;(t): The functional response for the i-th subject (e.g., the growth
curve of a child).

a(t): The intercept function.

p;(t): The coefficient functions for the j-th scalar predictor.

zi;: The j-th scalar predictor for the i-th subject (e.g., parameters of a
child such as age or nutrition level).

- ¢;(t): The error function for the i-th subject.
- p: The number of scalar predictors.

* Function-on-function regression: In this both responses and inputs come
in the form of curves. On this category, for example, would enter the pre-
diction of temperature profile of a geographic region given the elevation
profile.

Yi(t) = a(t) + /TXi(s)ﬁ(s, t)ds + €;(t)
where:

- Y;(t): The functional response for the i-th subject (e.g., the temperature
profile of a region).

- «a(t): The intercept function.

- X(s): The functional predictor for the i-th subject (e.g., the elevation
profile of the region).

- S(s,t): The bivariate coefficient function that needs to be estimated.

- [;: The integral over the domain T (e.g., the spatial domain of the
region).
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- ¢;(t): The error function for the i-th subject.

Since the work focuses on Two-sample hypothesis testing, some possible uses
are not mentioned, and the ones we explained, not really treated nor mentioned
more any forward on but are here to help understand the real usability, versa-
tility of FDA and the idea behind Functional Data.

1.2 Two-sample Hypothesis Testing

Two-sample hypothesis testing is a fundamental statistical tool used to deter-
mine whether two samples are likely to have come from the same distribution.
In the realm of FDA, these samples are not collections of independent obser-
vations but are instead functions or groups of functions, often observed over a
continuous domain such as time or space. This continuous nature of the data
introduces several challenges unique to FDA.

Homogeneity test development

The development of such strategies is derived from multiple cases and, with the
sophistication of other areas and more advanced needs and questions, it has
passed through different stages, covering different needs when jumping through
its advancements. Here we explore a brief history of what offers and how these
methods had advanced through time [6].

Comparing Means and Variances

The simplest way this problem can me though is assessing whether the mean
and variance are the same in both samples. This focus is easy to understand
as these concepts are very well known and utilizes describers for datasets and
segments of them.

The more common methods of this kind are:

* Two-Sample t-Test: This test assesses whether the means of two groups
are significantly different. Formally, it tests the null hypothesis Hy : 11 = p2
against the alternative H; : p; # us.

* F-Test: Used to compare the variances of two samples, testing Hy : 0% = o3
against the alternative H; : 0} # o3.

They both are widely used with different purposes and give clear information but
lack, for example, the quality of comparing more than two groups.
ANOVA (Analysis of Variance)

And, just for this last mentioned problem, comparing multiple groups, ANOVA
extends the comparison to multiple groups, testing the null hypothesis that the

8
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means of k groups are equal (Hy : p1 = p2 = ... = pg). As a way to determine that,
ANOVA utilizes the F statistic.

MSbetween
F=—" (1.5)
Mswithin
where i - -
1Ny Xi - X 2
MSpetween = Zl_l k(— 1 ) (1.6)
and . .
Y (X — X
MSwithin _ Zz—l ZJ_I( J ) (17)

N —k
In these equations:
* n; is the number of observations in group i,
e X; is the mean of group i,
e X is the overall mean of all observations,

¢ k is the number of groups,

N is the total number of observations across all groups.

ANOVA compares the variance between groups to the variance within groups,
providing a way to determine if any of the group means are significantly different
from the others. There exist other methods to compare multiple groups, like
ANOM (Analysis of Means), but ANOVA is the most well-known.

Distance-Based Tests

The previously mentioned methods are widely used but they also have the dis-
advantage of utilizing parametric assumptions, that if not held, throw away the
validity of these tests. For cases with complex data structure or patterns under-
lying its distribution, distance-based methods utilize high-dimensional spaces
and distance measures to give answers.

One characteristic, apart from the possibility of utilizing different dimensions
and distances, all these methods share, is the use of permutation tests in or-
der to recalculate the test statistic, precisely, to avoid the reliance on distri-
butional assumptions. These permutation tests, at the cost of computational
power, makes them highly flexible and robust. This consist on the following
steps:

1. Combine the two samples into a single dataset.
Randomly permute the labels of the data points.

Recalculate the test statistic for the permuted data.

-

Repeat steps 2 and 3 many times to build a distribution of the test statistic
under the null hypothesis.
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5. Compare the observed test statistic to this distribution to determine the
p-value.

These are the methods the practical part of the work is going to be centered on,
specifically, the Energy and the SKD tests, which are explained in more depth
in the following chapter. But these aren’t the only ones being utilized, there are
other well-stablished test such as Kolmogorov-Smirnov and Cramér-von Mises,
both of them with their specific nuances.

FDA challenges

The transition from finite-dimensional data to functional data introduces several
challenges for homogeneity testing.

First, the infinite dimensionality of functional data means that traditional hy-
pothesis testing methods, which are designed for finite-dimensional data, may
not be directly applicable or may suffer from a loss of power. The high dimen-
sionality can lead to issues such as the “curse of dimensionality,” where the
volume of the space increases so rapidly that the available data become sparse,
making it difficult to estimate the distribution of the functions accurately.

Secondly, functional data are often characterized by complex dependencies and
smoothness properties that standard multivariate techniques do not account
for. The inherent correlation structure within a single function, as well as the
dependencies across different functions, must be carefully considered to avoid
misleading conclusions. One example of this characteristic is the need for proper
alignment of the curves, as the start and end ranges may vary, which is crucial
when studying different aspects.

For example, to compare the mean functions of two samples, we can use a
kernel-based test statistic that measures the aggregated difference in the feature
space. This approach allows us to bypass the need to compare every point in the
infinite-dimensional function space, thus mitigating the curse of dimensionality.

Ts
Thernel :/T k(z(t),y(t))dt (1.8)

Here, k is a kernel function, and T . iS a test statistic that can be used to
assess the difference between the two mean functions in the kernel-induced fea-
ture space. Under the null hypothesis that the two samples come from the same
distribution, the expected value of Tj.,,.; should be close to zero. A large value of
Trerner Would indicate a significant difference between the two samples, leading
to the rejection of the null hypothesis.

Other methods, such as functional principal component analysis (FPCA), men-
tioned in the previous section, can also be used to reduce the dimensionality
of the data. By representing the functions in terms of their principal compo-
nents, we can apply multivariate hypothesis testing techniques to the scores of

10
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the principal components, which are finite-dimensional parameterized represen-
tations of the original functional data.

In practice, the implementation of these methods requires careful consideration
of the choice of basis functions, the selection of the domain of integration, and
the estimation of the mean functions and principal components. Moreover, the
presence of noise in the data and the need for smoothing and proper alignment
can further complicate the analysis.

Summary of practical considerations

As as summary, when conducting two-sample hypothesis tests in FDA, several
practical considerations must be taken into account, some of the most common
tactics are:

* Smoothing: Appropriate smoothing techniques should be applied to the
observed functions to reduce the impact of measurement error and noise.

¢ Alignment: If the functions exhibit phase variation, alignment procedures
such as landmark registration or continuous registration may be necessary
before hypothesis testing.

* Dimensionality assesment: Techniques like FPCA or kernel embedding
can be used to represent the functions in a lower-dimensional space, or one
where calculations over this functions are possible, making the hypothesis
testing more tractable.

* Permutation Tests: Nonparametric permutation tests can be employed to
assess the significance of the test statistic without relying on distributional
assumptions.

These considerations highlight and summarize the reasons of the already men-
tioned need for specialized statistical methods in FDA that can handle the unique
characteristics of functional data. As FDA continues to evolve, new techniques
and approaches are being developed to address these challenges, expanding the
toolkit available to researchers and practitioners in this field.

Example

To visually get an understanding of the goal of these techniques we can perform
a two-sample hypothesis test over over some simple functional data and check
its results. For it, the data shown in Figure 1.9 has been generated, creating two
sets of very different functions.

This is a severe and easy identifiable case of two very different sources. Given
that we utilized the Energy [9] package E-test (to be defined below), which utilizes
the null hypothesis of both samples coming from the same sample, the expected
result, and the one that we got, is a low p-value close to O.

11
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Simulated Tree Growth Over Time

—e— First trees Growth
—— New trees Growth

2000 3000

Height

1000

0 10 20 30 40 50

Year

Figure 1.9: Plot of two samples of simulated tree growth

Multivariate 2-sample E-test of equal distributions

data: sample sizes 501 501, replicates 500
E-statistic = 8411.1, p-value = 0.001996

In the opposite case, the wanted result is a p-value higher than 0.05, which is a
common threshold for this kind of tests.

1.3 Functional Kernel Embedding

Kernel embedding is a technique utilized in multiple fields of mathematics and
statistics that maps elements into a high-dimensional feature space, in Func-
tional Data Analysis (FDA) usually a Reproducing Kernel Hilbert Space (RKHS).
This is done to capture the complexity of the data, allowing us to treat functions
in a finite-dimensional manner by defining an inner product based on the kernel
function, which underpins the computational framework.

Let’s start by defining a kernel. A kernel k is a symmetric, positive semi-definite
function £ : X x X — R, where X is a structured set or space where the data
reside (e.g., a space of functions). Common choices for & include the Gaussian
kernel and the Laplacian kernel, among others. The guassian kernel, is for ex-
ample takes this form:

12
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lz — 2|2

202

k(z,2') = exp(— )
Given a kernel k, we can associate it with an Reproducing kernel Hilbert space
(RKHS from now on) H, which is a space of functions where the kernel & acts as
a reproducing kernel. This means that for any f € H;, and any = € &, the value
of f at z can be obtained by an inner product in Hy:

f(x) = <f7 k(m7 )>Hk

The purpose of kernel embedding in functional data analysis is to allow oper-
ations over the entire function instead of pointwise comparisons, facilitating a
more comprehensive set of statistical inference tools.

Furthermore, kernel embedding differs from the basis expansion technique in
that it is nonparametric. This means there are no predetermined assumptions
about the form of the functions being processed, allowing for greater modeling
flexibility when dealing with complex data structures in FDA.

1.4 Work Structure

With this previous necessary knowledge the rest of the work focuses on explain-
ing two algorithms for two sample hypothesis testing and pragmatically studying
and comparing them both in real and synthetic scenarios.

13






Chapter 2

Studied methods

The two methods of performing two-sample hypothesis testing that we are going
to be utilizing are SKD and the Energy Test. The energy test is widely used, for
that, It is going to serve as a nice comparison over the SKD method, which we
want to prove or disprove its usefulness in different situations. Both of them are
explained in the following two sections of this chapter. It’'s good to note that the
energy distance is a particular case of the SKD. This means that while the en-
ergy distance uses a specific fixed kernel, the SKD generalizes this approach by
considering the supremum over a range of kernel parameters, thus potentially
offering more flexibility and robustness in different scenarios.

2.1 Supremum Kernel Distance test

The one algorithm we want to test in depth is the non-parametric kernel based
two-sample hypothesis test proposed in [1]. In their work they explain their idea
of simplifying the dread of choosing a proper kernel function to perform the ker-
nel trick, which is wide used in the functional data context for these kind of
tests and is key to obtain significant results given the ability of this kernel on
separating the possible two groups of the problem is crucial.

In order to achieve their goal they explain the problem, first of selecting usually a
tuning parameter )\ that consists on a scale factor of the kernel function, which
results in each of this functions becoming a family of kernel functions, k) where
A € A and A, a parameter space, is usually a subset of R"” where n > 1.

|z — 2|2
Kx(x,2") = exp (—2/\2 2.1)

Given there is no identified pattern of which kernel function is best for each data
input, this situation is called the kernel trap, because this arbitrary decision can
lead to very different results depending on the values of .

15
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Kernel-based Distances

To understand the Supremum Kernel Distance test, it is essential to grasp the
kernel-based distances it utilizes. These distances are defined within the frame-
work of RKHS and mean embeddings of probability measures.

Given a topological space X and a symmetric positive semi-definite kernel func-
tion k£ : X x X — R, the RKHS associated with £, denoted by #j, is the Hilbert
space of functions on X induced by the kernel k. Each probability measure P
on X can be mapped into H;, via the mean embedding:

up(x) = /Xk(w,y) dP(y), =€ X.

The distance between two probability measures P and @ in terms of their mean
embeddings in #H;, is given by the kernel distance:

di(P,Q) = ||np — pQll#, -

Expanding this norm, the kernel distance can be expressed as:
1/2
Q)= ([ repiar-Qar-Qw)
X

However, the choice of kernel £ often depends on a parameter )\, leading to a
family of kernels {k) : A € A}. A common example is the Gaussian kernel:

12
kx(z,2') = exp <_Hm2>\320|]> .

Each )\ induces a different RKHS 7, and corresponding kernel distance dj, (P, Q).

Uniform Kernel Trick

The uniform kernel trick introduced by the authors is a novel approach to cir-
cumvent the traditional challenge of selecting a specific kernel function. Instead
of fixing a single kernel, the method proposes evaluating a family of kernels
{kx : A € A}. The test statistic is then defined as the supremum of the kernel-
based distances:

T = supdy, (P,Q),
AEA

where dj, (P,Q) denotes the distance between probability measures P and @
induced by the kernel k). This approach leverages the flexibility of multiple
kernels to maximize the sensitivity of the test to differences between the two
distributions.

Asymptotic Properties

The asymptotic behavior of the test statistic under both the null and alternative
hypotheses is foundational for its theoretical validation. Under the null hypoth-
esis Hyp : P = (), the test statistic converges in distribution to a complex limit,
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which can be characterized using empirical process theory and tools such as
the delta method. Specifically, the convergence involves a Gaussian process in-
dexed by the space induced by the kernel functions. The alternative hypothesis
analysis, on the other hand, leverages the properties of the RKHS embedded
distances to establish the consistency of the test, ensuring that the power of the
test approaches one as the sample size increases.

Empirical Processes Theory

Empirical processes theory plays a crucial role in the analysis of the test statis-
tic, particularly in establishing its convergence properties. The theory provides
a framework to handle the complexities arising from the infinite-dimensional
nature of the function spaces involved. For instance, the Donsker theorem for
classes of functions associated with the kernels ensures that the empirical pro-
cesses converge weakly to a Gaussian process, facilitating the derivation of the
test’s asymptotic distribution.

Comparison with Other Methods

This method offers significant advantages over traditional approaches, especially
in scenarios involving high-dimensional or functional data. Traditional methods
often suffer from the curse of dimensionality or require stringent assumptions
about the data structure. In contrast, the kernel-based approach using the
supremum over a range of kernels provides a robust and flexible framework that
adapts to the intrinsic complexity of the data. This adaptability is particularly
beneficial in avoiding the "kernel trap," where a poor choice of kernel can lead
to suboptimal testing performance.

In summary, the method provides a comprehensive and theoretically sound ap-
proach to the two-sample hypothesis testing problem in high-dimensional and
functional data analysis, making it an useful tool for statistical analysis in com-
plex data settings.

2.2 Energy Test

In addition to the non-parametric kernel-based two-sample hypothesis test de-
scribed in the previous section, we also consider the famous energy test as a
benchmark for comparison. The energy test, also known as the MMD (Maximum
Mean Discrepancy) test [9]. Is a widely used method for testing the equality of
two probability distributions. It has been extensively studied and has shown
good performance in various applications.

The energy test is based on the concept of the maximum mean discrepancy,
which measures the discrepancy between two probability distributions. Given
two probability measures P and () defined on a common space X, the maximum
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mean discrepancy is defined as:

MMD (P, Q) = sup(E[x] — By [y)
fer

where F is a class of functions that is rich enough to distinguish between the two
distributions. The MMD measures the difference in the means of the function
values under the two distributions.

Test Statistic

To perform the energy test, we need to estimate the energy distance between the
two distributions[8]. The test statistic is then defined as:

nm 1 & 1 K L
T:n+m Q%ZZH‘&iY]H7EZZ”Xl*XJH*WZZHYZ*Y]H ’

i=1 j=1 i=1 j=1 i=1 j=1

where X, X5, ..., X, are independent samples from P and Y7, Y5,...,Y,, are inde-
pendent samples from (), and || - | denotes the Euclidean norm.

Asymptotic Properties

The energy test has desirable asymptotic properties under both the null and
alternative hypotheses. Under the null hypothesis H, : P = @, the test statistic
T converges to zero in probability as the sample sizes n and m increase. This
property ensures that the test has a controlled type I error rate.

Under the alternative hypothesis H; : P # @, the test statistic 7" has a non-
zero limiting distribution. The exact form of the limiting distribution depends
on the choice of the kernel function and the feature map. However, it has been
shown that under mild conditions, the limiting distribution is a non-central chi-
squared distribution with degrees of freedom determined by the dimensionality
of the RKHS and the sample sizes.

In summary, the energy test is a well-established method for two-sample hypoth-
esis testing. It offers good performance and has desirable asymptotic properties.
Its implementation in R using the energy package provides a convenient and
efficient way to apply the test to real-world data.
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Chapter 3

Experiments

In order to test these methods, a set of validation scenarios and different uses
for the Two-sample hypothesis testing are going to be solved with the proposed
methods. The objective is to clarify the correctness of its results and what in-
sights can be achieved through its use.

3.1 Synthetic Data

When testing the properties of the method, while real data can be more interest-
ing to a general public, synthetic data where we have the control over the ground
truth and don’t need to rely on assumptions is the main source of conclusions.
The original article for the SKD proposal[l], for example, performs four model
tests, two for homoscedastic cases with different means and two for equal means
in heteroscedastic cases. Here we propose experiments with five different types
of distributions and data generation methods as base case studies.

The methodology for each trial will consist on base tests for each synthetic dis-
tribution utilizing for both SKD and ET, with the following configuration:

* Average over 200 replications.

* 1000 bootstrap replicates for both methods calculation of the p value.
* Equal sample sizes of n = m = 200.

¢ Significance level of o = 0.05.

* Increasing dimension d over the values d € {205,405, 603, 803, 1003, 1203, 1401, 1601}
to check the effect of change in dimensions. (The 1601 value on the dimen-
sion parameter isn’'t achieved in some tests due to the skd library failing at
certain values, 1503 has been used as a proxy in those cases.)

¢ Different sets of parameters depending on the distribution, to test from
softer to more heavy differences in the sets.
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3.1. Synthetic Data

The selection of these numbers as the final configuration is mainly a computa-
tional power restriction not allowing us to grow them to higher values on reason-
able execution times. Apart from these general tests, deeper and more specific
tests in specific trials are also performed to get more information.

3.1.1 Normal Distributions

The importance of normal distributions is clear, it appears and helps describing
hundreds of events of many different fields. Knowing how the algorithm per-
forms for this distribution is a good clue on its usefulness in a great quantity
of situations. In our case, experiments with a homocedastic and heterocedastic
cases were already studied in the original article proposing SKD [1], so, apart
from letting us get conclusions, it serves to assure the alignment on the way
the library utilized for this work and the one originally proposed give results,
specially confirming the slightly less powerful permutation, sample sizes and
dimensions due to lack of computing power, still offers significant and correct
results.

Data generation for multivariate normal distribution

To recreate sampling from normal distributions mvnfast R package [2] was em-
ployed. As its name tries to tell, it offers an c++ optimized interface to some dif-
ferent distributions, including between them, the rmvn () function, which sim-
ulates a normal distribution with all its parameters interchangeable, allowing
for a great number of different experiments, and following the previously stated
definition of density function.

Trial Description and Objectives

The two first cases performed here are replications of the normal heteroscedastic
and homoscedastic models from the original SKD article while the other two
correspond to further analysis of possible behaviour in detecting changes.

1. Mean change (homoscedastic case). For this one, we are going to consider
P ~ N(0,1) and Q ~ N (11,I) where 1 is the 1 function. We are considering
then two t-distributions along different dimension values with the same
degrees of freedom and variance, but different means. Specifically, the
parameter is tested with O, 0.01, 0.02, and 0.05 values.

2. Variance change (heteroscedastic case). The "Spread white noise" model
from Experiment 2 of the original SKD article, in which @ ~ N (u, I) and
P ~ N(u, Io?). The o values tested this time are 10°%! and 10%°2.

3. Diagonal noise addition (heteroscedastic case). In this experiment, we test
how the hypothesis testing performs when random noise is added to the
diagonal elements of the covariance matrix of the second sample. Specifi-
cally, P ~ N (0,I) and Q ~ N(0,I + diag(n)) where 7 is a vector of random
noise added to the diagonal elements. The noise levels tested are 0.01,
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0,02, 0.1 and 0.5. Also, to be able to function, we ensure Positive Definite-
ness of the resulting matrix with the help of the make.positive.definite
of the corpcor package.

4. Covariance sensitivity. To test the sensitivity of the hypothesis testing
methods to covariance, we consider P ~ N(0,I) and Q ~ N(0,%,), where
Y is a random positive semi-definite matrix. The covariance matrix ¥, is
generated to have different levels of covariance strength, scaled by a pa-
rameter «. Specifically, the strengths tested are 0.01, 0.5 and 1, providing
insight into how the methods handle varying covariance conditions.

Results

The results, as expected, present the exact same patterns that the proposal
study on the SKD showed.
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Figure 3.1: Model 1 test results

In the results of the homoscedatic case the performance of both methods is
adequate and with each increase, specially already in the 0.05 difference in the
mean both get very accurate results. While both are very good on this task, the
ET seems to always get a better result and escalate its detections quicker.
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3.1. Synthetic Data
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Figure 3.2: Model 2 tests results

Interestingly, in the basic heteroscedastic case the SKD has way more power
separating small differences while ET doesn’t gain almost any power with the
same difference. This is a good sign but the experiment itself doesn’t match
very well with reality, where usually variances are distributed in more "chaotic"
ways. That’s the reason of including model 3 and 4, representing cases with

more randomness included.
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Figure 3.4: Random Covariance Matrix results

In the last two tests results, both related with covariance changes, the advantage
shown by the selected configuration of SKD still holds, with ET holding back
from reaching at least numbers close to the SKD performance in sensitivity.

3.1.2 Heavy-Tailed Distributions

In this trial data generated from heavy-tailed distributions, which are character-
ized by having tails that are not exponentially bounded, is considered for eval-
uation. This can introduce significant outliers, or better called, extreme values,
compared to Gaussian distributions. We generate two samples, P and @, from

t-distributions with different degrees of freedom, different means and different
variance.

Multivariate t-student distribution

The multivariate t-student distribution is a generalization of the univariate t-
distribution to multiple dimensions. It is particularly useful for modeling data

with heavier tails than the multivariate normal distribution, making it robust to
outliers.

Formally, a d-dimensional random vector X follows a multivariate t-student dis-
tribution with v degrees of freedom, location vector y, and scale matrix ¥, de-
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3.1. Synthetic Data

noted as X ~ t,(u, X), if its probability density function is given by:

felw) = — () <1+1<x— s >)_U;d
X NOVZEZEPEE A H

The mentioned v parameters (degrees of freedom) is the one which controls the
heaviness of the tails at both sides. The effect of the a positive change in this
parameter (v — oo) makes the distribution closer to a normal distribution while a
smaller v leads to heavier tails. That means that as v increases, the multivariate
t-student distribution approaches the multivariate normal distribution.

Data generation for multivariate t-student distribution

The generation of samples for this trial is again based on the mvnfast R package
[2]. This time with rmvt () function, which simulates a t-student distribution
with all its parameters being customizable.

Trial description and Objectives

This trial evaluates the sensitivity and robustness of the method to data with
heavy-tailed distributions and potential outliers. Three case models are going to
be included as part of the experiment:

1. Freedom degrees change. For this one we are going to consider P ~ ¢3(0,1)
and @ ~ t,(0,I) where I is the identity matrix. We are considering then
two t-student distributions along different dimension values with the same
mean and variance, but different degrees of freedom. Specifically the v
parameter is tested with 3, 3.5, 5 and 10 values.

2. Mean change (homoscedastic case). For this one we are going to consider
P ~ t3(0,I) and @ ~ t3(p1,I) where 1 is the 1 function. We are considering
then two t-student distributions along different dimension values with the
same degrees of freedom and variance, but different. Specifically the u
parameter is tested with 0, 0.01, 0.02 and 0.075 and 0.1 values.

3. Scale matrix change. For this one we are going to consider P ~ ¢3(0,I) and
Q ~ t3(0,10). There the o parameter is tested with 1, 10%0, 10%-02,10%-03,100-7
and 10! values.

Results

The results on this kind of distributions are very mixed but each of the trials
with a common trait, needing more difference in its parameters to obtain similar
results to the ones seen in the normal distribution. In the Figure 3.5 the ET
results are, even though still took a big difference to get pass decent percentages
of correct responses, way more promising that the SKD test results. But in
contrast, Figure 3.7 reveals a clear more sensible response from the SKD taking
the lead on separating better as the scaling parameter moves further.
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Figure 3.5: Freedom degrees change results
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Figure 3.6: Mean change experiment results

In short, what these results seems to tell are this two tests methods seem to
capture better different characteristics on these types of distributions. The SKD,
similar to in the normal distributions balances well the lack of ET performance
on variance change detection, this time indirectly through being more sensitive
to the scaling matrix, big factor on the variance calculation for these distribu-
tions. On the other side ET is well prepared for detecting differences in mean
and kurtosis, separating better degrees of freedom, and with that, extreme and

not so extreme cases, making them a well prepared couple of tests to work with
this type of data.
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Figure 3.7: Variance change experiment results

3.1.3 Time series with auto-correlation

This trial focuses on auto-regressive (AR) time series data. The primary objec-
tive of this trial is to evaluate the performance and power of these tests in dis-
tinguishing between AR(1) processes with different autoregressive coefficients

across various dimensions.
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Auto-Regressive (AR) Process

An auto-regressive (AR) process is a type of stochastic process used for modeling
and predicting time series data. The AR process models the current value of
the series as a linear combination of its previous values and a stochastic term.
Specifically, an AR(1) process, which is a first-order auto-regressive process, is
defined as follows:

Xy =X 1+ &, (3.1)

where X; is the value of the series at time ¢, ¢ is the autoregressive coefficient,
and ¢, is a white noise error term with mean zero and variance o2. The coefficient
¢ determines the influence of the previous value X;_; on the current value X,.

A great part of certain types of time series are very well simulated by this type of
processes and they are frequently utilized in prediction setups.

Data Generation for AR(1) Processes

To generate synthetic AR(1) process data for this trial, the arima.sim function
is used. In this function, n is the sample size, ¢ is the autoregressive coefficient,
and d is the dimension. This generates a matrix where each row represents
a dimension and each column represents a time step in the series. Because
of them being time series instead of just high dimensional data, the different
datasets will consist on sets of d series, of 200 generated points for each.

Trial Description and Objectives

The primary aim of this trial is to assess the ability of the Energy test and the
SKD test to differentiate between two AR(1) processes with slightly different au-
toregressive coefficients. We will take 0.1 as the base auto-regressive coefficient
value and compare it with.

By analyzing the power of these tests across different dimensions and AR coef-
ficients, we aim to understand their effectiveness in high-dimensional settings.
This study provides insights into the practical applicability of these tests for
functional data and helps identify their strengths and limitations.

The results of this trial are give a clue for determining the reliability of these
tests in real-world applications where distinguishing between slightly different
stochastic processes is necessary.

Three values where the evolution of each of the methods can be observed are
0.1, 0.2 and 0.3 and are the ones included in the results.
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Results

In the results of these test detecting they have been generated with different
autoregressive coefficient SKD clearly makes it with a surprising security and
consistency over the ET. Figure 3.8 shows how even low dimensions can have a
great success on little diferences of the parameter while ET is stuck and seems
to not even in higher differences separate apart the samples.
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Figure 3.8: Correlation parameter change experiment results

3.1.4 Brownian Motion and Brownian Bridges

In this trial, we explore Brownian Motion and Brownian Bridges, focusing on
their generation and application in statistical testing.

Wiener Process

A Brownian motion is described by a Wiener process, a time-continuous stochas-
tic process that serves as a mathematical model for various random phenomena.
It is characterized by its properties of having independent and normally dis-
tributed increments, continuous paths, and starting at zero. Mathematically, a
Wiener process W (t) with time ¢ > 0 satisfies the following conditions:

« W(0)=0
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* For 0 < s < t, the increment W (t) — W(s) is normally distributed with mean
0 and variance t — s.

* W (t) has continuous paths with probability 1.

* For any 0 < t; < ty < t3 < t4, the increments W (ty) — W (t1) and W (t4) — W (t3)
are independent.

Wiener processes are commonly used in various fields such as physics, finance,
and engineering to model random behavior over time.

Brownian Bridge

The Brownian Bridge is derived from a Wiener process by conditioning it to re-
turn to zero at a fixed time. If W(t¢) is a Wiener process, the Brownian Bridge
B(t) over the interval [0, 1] is defined as:

B(t) = W(t) — tW(1)

for 0 <t < 1. This process starts and ends at zero, making it useful for modeling
scenarios where the process has known values at both endpoints. The Brownian
Bridge is often used in statistical applications, such as in goodness-of-fit tests,
where it helps to assess the deviation of empirical distributions from theoretical
models.

Geometric Brownian Motion

Geometric Brownian Motion (GBM) is widely used in finance to model stock
prices and other assets. Unlike standard Brownian motion, GBM ensures that
the modeled values remain positive and exhibit exponential growth. Constrain-
ing in this way we get a different behaviour controlled mainly by two parameters
u and 0. Mathematically, GBM is defined by the stochastic differential equation:

dS(t) = pS(t)dt +oS(t) dW(t)
where:
* S(t) is the asset price at time ¢,
¢ 1 is the drift coefficient representing the expected return,
* ¢ is the volatility coefficient representing the asset’s risk,
* W(t) is a standard Wiener process.

This gives us more parameters to play with and check testing performances.

Data Generation for Brownian Processes

All the three types of Brownian Motions described before are genereated in our
experiments with the help of the sde R package [3], utilizing BBridge, BM and
GBM functions.
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Trial Description and Objectives

This setup provides multiple interesting comparisons, each with its own specifics
addressing different questions:

¢ Distinguishing between sets of brownian motion and brownian bridges with
the same parameters.

¢ Distinguishing geometric brownian motions with:

- Same volatility and different drift, the drift parameter results included

in the results subsection contains the performance for the values O,
0.1, 0.2 and 0.5.

- Same drift and different volatility, in this case, the selected values on
the experiments results included are ¢ = 1,1.1,1.2 and 1.5

The goal is to examine the separability performance in each of these situations to
gain insights into the potential uses, advantages, or limitations of each method.

Results

The first proposed experiment in the section has lead to very clear results, Brow-
nian motions and bridges are easily separated. This could be seem obvious but
again, serves as check of detection of this kind of basic structures without prob-
lem.
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Figure 3.9: Brownian Bridge and Brownian process distinction

It is in the results of Figure 3.11 and 3.11d where we see different behaviour.
In case of changes of the drift parameter, while ET maintains a constant advan-
tage, is a smaller gap that the observed in the volatility (at the end, a similar
characteristic to the variance) experiment where SKD outperforms ET in terms
of sensibility detecting changes on the parameter.
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Figure 3.10: Geometric Brownian Drift change experiment results
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Figure 3.11: Geometric Brownian Volatility change experiment results

At the light of these results SKD seems more reliable in the wide picture of GBM,
at least, more complete.

3.1.5 Multimodal Distributions

Another use case that can be found in some fields from nature sciences are mul-
timodal distributions, for example the time between eruption of certain geysers,
the size of worker weaver ants or the color of some galaxies. Studying the per-
formance of two-sample hypothesis methods in distinguishing changes in them,
can be interesting. They are characterized for by having multiple peaks, and a
common example of them are the Mixture of Gaussian distributions.

33



3.1. Synthetic Data

Mixture of Gaussian Distributions

Mixture of Gaussian Distributions generate data with several distinct peaks by
combining multiple normal distributions with different means and variances.

A mixture of k Gaussian distributions can be defined as:
k
Fx(x) = milN (w|ps, %)
i=1

where 7; are the mixing coefficients (summing to 1) giving weight and altering
the balance between the different peaks, NV (z|u;, ;) is the Gaussian distribution
with mean p; and covariance ¥;.

The multimodal nature of the distribution is controlled by the number of compo-
nents k£ and their respective parameters. Increasing the number of components
or varying their means and variances creates more complex multimodal struc-
tures.

Data generation for Mixture of Gaussian Distributions

Here again mvnfast[2] is the selected library to simulate vectors for the trial
distributions. This time rmixn is the function that permits by passing lists, ma-
trixes of means, variances and weights.

It is important to notice that multimodality is not ensured by default in this type
of distributions. In order to ensure this each of the test was designed to meet

the separation of means criteria ||u; — p;]| > ¢ - max <\/)\max(2i), \/)\maX(Zj)).

Trial Description and Objectives

In our case multimodal with two peaks, a two gaussian mixture, is the reference
we are going to take. The base one P(z) = 0.5N (z|0,T) + 0.5\ (z]4I) is going to be
compared with different alternatives in both means, variances and weight.

1. One component mean change. As opposed to the base distribution, the
other set has the form Q(z) = 0.5M (2]0,I) + 0.5N (z|u1,I). The values of
presented in the results are 4, 4.01, 4.02 and 4.05.

2. One component variance change. In this case the second set takes the form
Q(x) = 0.5N (2]0,1) + 0.5N (z|4,10?)

3. Components weitgh change. Here is the importance of the second respect to
the first what changes and what should be detected. To do that, the alter-
native set is build with this configuration Q(z) = aN (2]0,1)+ (1 — a)N (z|4,1).
Two distributions with differenct weights, Q1(x) and Q2(x), are generated.

Results

To constrast the result of the rest experiments the results of both methods ap-
plied to two sets both generated by P(X) is presented in Figure 3.12. In it we see
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as usual a good performance given they reject a little proportion of the whole
replications but, higher ones thatn for example in the Normal Distribution sec-
tion same-distribution test. This is easily understandable as now we are gener-
ating a more complex distribution but with the same number of components, so
in general, capturing less its nature.
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Figure 3.12: Same mixed distribution distinction.

The result of the first two experiments, seen in Figures 3.13 and 3.14, for this
type of distributions where as the previous sections would help predict and again
ET takes a little advantage in the mean detection while SKD performs signifi-
cantly better in the variance changes (of course, this time both of them needing
higher contrast to the single normal distribution example, given this time the
change affects only one half of the distribution, making them more subtle).
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Figure 3.13: Change in second mean experiment results
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Figure 3.14: Change in second variance experiment results

The weight experiment, at contrary, seems a bit counter-intuitive. Here neither
ET and SKD did seem to get any significally better as the difference gets bigger,
even when in the Q(x) distribution the weights are 0.1 and 0.9 for the respective
gaussians it faces problems distinguishing with the P(x) balanced one. In fact,
a rare occurence is that augmenting the dimensions seems to instead of help to

this cause, drains its power and we see better results in lower dimensions for
both methods.
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Figure 3.15: Change in weights experiment results

But this doesn’t seem to happen only when the base distribution is built by P(x),
but even distinguishing between Q1(x) where o = 0.3 and Q2(x) where o = 0.7, as
Figure 3.16 shows, seems to be hard for both algorithms.

This last casuistic could come again due to the more complexity of getting a good
representative sample of the weight difference when utilizing limited number of
points, which can somehow erase the difference. But it is still nevertheless a
special behaviour compared to the seen patterns on all the previous tests.
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Figure 3.16: a7 = 0.3, ag = 0.7 experiment results
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3.2 Real Data

Previous experiments and observations have provided insights into how various
high-dimensional two-sample hypothesis tests respond to specific and known
distributional changes. Applying these methods to real-world data can reveal
how the typically more chaotic nature of distributions and time series affects
their performance, offering better illustrations of potential applications for these
methods.

3.2.1 Study of Barcelona temperatures over the year for 76 years

In this section, we will utilize a dataset that includes the daily average temper-
atures of Barcelona from 1944 to 2019. This dataset consists of 76 time series,
each containing 365 data points, which we will treat as functional data.

Simple two hypothesis test

The simplest application of these methods is a basic two-sample hypothesis test.
For this, we can arbitrarily divide the years in our dataset. A better approach
might be to consider major events and their potential impacts. However, as a
first approximation, we will split the dataset into two equally sized sets, given
that all the years are relatively recent in the context of global events.

Temperature Time Series

—— First Half
- —— Second Half

10 15 20 25 30 35

Temperature

5
|

0
|

Day of the Year
Figure 3.17: Barcelona weather data divided in two samples

Although the division appears chaotic due to the number of lines, it reflects the
behavior noted in the introduction: recent years tend to exhibit higher temper-
atures, while older years dominate the lower values. These observations gain
significance when supported by statistical tests. To substantiate changes in the
daily temperature values and distributions between these two periods, we em-
ploy the two-sample hypothesis test.

Although the method does not specifically require bootstrapping, we will apply
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1000 iterations of bootstrapping due to the limited number of years in our sam-
ple. This approach enhances the robustness of the method, ensuring correct
asymptotic behavior even with small sample sizes.

For this two sets, the results are as follow

Bootstrap supremum kernel distance

data: temps$xl and temps$x2
SKD statistic = 0.26462, n lambda = 11.0000, min lambda = 0.0001, max
lambda = 1.0000, p-value < 2.2e-16

Multivariate 2-sample E-test of equal distributions

data: sample sizes 38 38, replicates 500
E-statistic = 128.22, p-value = 0.001996

As we can see, the results are consistent with the visual inspection conclusions
and both methods output a very low p-value, providing evidence of them coming
from different distributions.

Naive change point detection over the years

One question that could arise from the previous analysis is when this separation
or trend switch occurred or, better put, since when it is notable.

A naive way of doing this is utilizing the two sample hypothesis tests over differ-
ent splits of the samples by a changing time threshold and look at the dynamics
of its results and when it is easier to reject the alternative hypothesis.

For that, in our case it can be followed a structure similar to the following ex-
plained algorithm.

The algorithm involves the following steps:
1. Read and preprocess the data into a matrix format.
2. Perform hypothesis tests for each possible split of the data.

3. Adjust the p-values using the Benjamini-Hochberg procedure to control the
false discovery rate.

4. Determine the most significant change point based on the adjusted p-
values.

A simple iteration dividing the years always in two samples and checking for the
p value. There is just one interesting step, the 15 line, in which we adjust the p
values to reduce the false discovery rate.
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Algorithm 1 Change Point Detection

1: procedure CHANGEPOINTDETECTION(filename)
2 data < readLines( filename)
3 matriz_data < initialize matrix of NA values
4: for i « 1 to length(data) do
5: values < split and convert datali]
6 matriz_datali,] + values
7 end for
8 p_values < initialize vector of zeros
9: for split_point < 1 to nrow(matriz_data) — 1 do
10: matriz_data_x1 < matriz_data[l : split_point, ,drop = FALSE]
11: matriz_data_x2 — matriz_data|(split_point 4+ 1)
nrow(matriz_data), ,drop = FALSE]
12: test_result < eqdist.etest(rbind(matriz_data_x1, matriz_data_x2), sizes =
c(nrow(matriz_data_z1), nrow(matriz_data_x2)), R = 1000)
13: p_values[split_point| «+ test_result.p.value
14: end for
15: p_adjusted + p.adjust(p_values, method =" BH")
16: min_p_value < min(p_adjusted)
17: change_point < which(p_adjusted == min_p_value)
18: if min_p_value < 0.05 then
19: print("Significant change point detected at row:", change_point, "with
adjusted p-value:", min_p_value)
20: else
21: print("No significant change point detected.")
22: end if

23: end procedure
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Utilizing this algorithm the program, with our data, outputs this:

Significant change point detected at row: 29 30 31 32 33 34 35 36 37 38 39 40 41 42
43 44 45 46 47 48 49 50 51 52 53 54 55 56 57 58 59 60 61 62 63 64 65 66 67 68 69
70 71 with adjusted p-value: 0.003481409

P-values for Each Split Point

\

I I I I
0 20 40 60

P-value
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|

Split Point

Figure 3.18: p value evolution depending on the index split of the data using ET
test

Significant change point detected at column: 29 30 31 32 33 34 35 36 37 38 39 40 41
42 43 44 45 46 47 48 49 50 51 52 53 54 55 56 57 58 59 60 61 62 63 64 65 66 67 68
69 70 71 72 with adjusted p-value: 0O

P-values for Each Split Point
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Figure 3.19: p value evolution depending on the index split of the data using
SKD test

These numbers correspond to indices, and, in this case, we got as result all the
years between the 29th and the 71th for the execution with the ET test and 29th
to 72th utilizing the SKD algorithm. This would correspond to the years between
1973 and 2015 or 2016. This could be read as these years being transitioning
years between the two different "populations”, which could belong with more
flexibility to both a newer and different pattern, or to the old pattern, and the
years out of this range being clearer examples of two different distributions.
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3.2.2 Human Running Data

Not only environmental phenomena occurs and transcur over continous fields
and magnitud, but humans themselves, live and operate over the physical and
time dimensions. That's why the study of our activities can also be frequently
studied as functional data.

One great dataset to experiment with this is the proposed by Qichang Mei, Justin
Fernandez, Lianglian Xiang, Zixiang Gao, Peimin Yu, J. S. Baker and Yaodong
Gu [5] about the biomechanics of human running..

Human Running Biomechanics Data

The dataset comprises detailed biomechanical measurements from twenty male
Chinese runners with right as their main leg. It specifically contains lower ex-
tremity position data during walking and running trials. The measures are
taking before and after a 5k run and it contains the following biomechanical
measurements:

¢ Joint Angles: Measurements in three orthogonal planes (sagittal, coronal,
and transverse) for the hip, knee, and ankle joints.

¢ Joint Moments: Torques experienced by the joints during the motion,
provided in three dimensions.

¢ Joint Forces: Reaction forces at the joints throughout the walking and
running cycles.

Impact of fatigue on the biomechanics

Utilizing the data of the pre and post-run we can asses the impact fatigue has in
the different joints.

We can for example, utilize the angle data from the ankles, joining in this case
both the left and the right data. This data only has an X component, so com-
parison is pretty easy. To perform it we included the p value of the two sample
hypothesis test confronting the post and pre data, for different values of boost-

rapping.

The results for both methods, Figures 3.20 and 3.21, indicate an evidence on
the same direction and both from very low quantity of bootstrapping stabilize
at very low values, significantly under the 0.05 typical threshold. This can be
checked at figure 3.22, and, while not being an obvious difference, seeing the
plot of the angles over time of the two groups them having a different patterns
in direction change and peaks behavior and size.

This question, specifically given that the previous test was made by combining
data from both legs, may lead to another one: whether there is a distinction in
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Figure 3.20: p value of two sample hypothesis test for different bootstrap values
utilizing ET test
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Figure 3.21: p value of two sample hypothesis test for different bootstrap values
utilizing SKD test

the behavior of the two legs.

From figures 3.23a and 3.23b we can already see apparent clear differences in
tendencies each ankle seems to have. To make sure, again, this distinction
is mere chance and are actually real and significant, we performed again two
sample hypothesis testing, and figures 3.24a and 3.24b

These results change the vision of the diagnosis, but not in a very clear direc-
tion. For the pre 5k run, a real difference could be admitted given with the ET
utilization its p-values, Figure 3.24, are while on the verge of passing that 0.5
limit, consistently under it; the SKD seems to agree on that returning very low p-
values in comparison as seen in Figure 3.25. Conversely, in the post-5k run, we
see the two methods switch roles: now ET outputs higher p-values supporting
the hypothesis that both samples come from the same distribution, while SKD is
on the verge of 0.05, slightly above it but very close and with high variance in its
p-values. Given that we have half the data in each of these checks, the results
are more fragile, especially when, while "agreeing," each method has a different
response.

This last situation, which we did not encounter with synthetic samples where
the ground truth is known, is more enigmatic in the case of non-parametric
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Figure 3.23: Right vs Left ankle results

tests, where it is more difficult to be sure of the exact characteristics or features
that most influenced a certain result.
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Chapter 4

Tests Comparison Analysis

Two main sources of value can come from these algorithms. They can help us
increase the precision and accuracy in comparison to other tests, globally or in
certain scenarios, or they can gain and rank above others in its cost and velocity.
Both of that possible benefits are addressed taking into account the big picture
of the previously presented experiments.

4.1 Sensitivity

On the big picture of the results already commented its elucidated in both meth-
ods a decent, and most of the times similar, sensitivity on almost all of the se-
lected parameters and experiments. The main outstanding pattern is how even
that the ET can theoretically be considered an specific SKD case we see them
frequently turning between one being significantly more sensitive than the other
in some type of parameters.

To visualize these differences, the following table summarizes the findings. For
each experiment, an ’x’ marks the method with the advantage, determined vi-
sually. If the advantage is strong—defined as the method surpassing the 0.5
threshold in the proportion of correctly rejected HO, with an average gap across
all dimensions exceeding 0.2—it is highlighted in red. The results is Table 4.1.

From the table we can distinguish, apart from the individual one by one com-
parison in each case, certain patterns and how while both methods have their
strengths, they excel in different aspects:

e ET: More effective at detecting changes in degrees of freedom and mean
changes, indicating its robustness in identifying central tendency shifts
and tail behavior in data.

e SKD: Superior in detecting changes related to variance, covariance, and
volatility. This suggests that SKD is highly sensitive to structural changes
in the data distribution.
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Distribution Experiment SKD | ET
Normal Mean change
Variance Change X
Diagonal noise X
Covariance change X
Heavy tailed Freedom degrees change X
Mean change X
Scale matrix change X
AutoRegressive Auto-regression coefficient change X
Brownian Processes Bridge and Motion
GBM drift change be
GBM volatility change X
Multimodal Mean change X
Variance change X
Components weight

Table 4.1: Comparison of Sensitivity between SKD and ET across different ex-
periments

These findings highlight the complementary nature of SKD and ET. Depending
on the specific characteristics of the data and the type of changes one expects,
choosing between SKD and ET—or potentially using both—could provide a com-
prehensive understanding of the differences between samples.

4.2 Computational resources

But the sensitivity is not all that can be discussed about an algorithm, specially
when not only we live in times where data volumes are getting rapid increases,
making computational resources sometimes a limiting factor.

In our case this issue has been taking control by utilizing proc.time function
on the calling of the tests, getting information about both user and system time
usage.

# Measure time for SKD test

time_skd_start <- proc.time ()

p_value_skd <- perform skd_test (datal, data2)
time_skd_end <- proc.time() - time_skd_start
user_time_skd[i] <- time_skd _end["user.self"]
sys_time_skd[i] <- time_skd_end["sys.self"]

# Measure time for ET test

time_et_start <- proc.time ()

p_value_et <- perform_energy_test (datal, data2, R = 1000)
time_et_end <- proc.time() - time_et_start
user_time_et[1] <- time_et_end["user.self"]
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sys_time_et[i] <- time_et_end["sys.self"]

With the information of all runs, we can see the aggregated times by average
for each dimension and its evolution in Figure 4.1. A simple look reveals the
weight that the tuning of the parameter carries and how it makes the SKD test
way more time consuming, obviously in both type of times and, of course, in a
similar way.

The numbers on the graphs are low, of course, at the end this is the estimation
of one simple test, but, even in our tests this was a significant amount when
comparing high dimensional data for multiple sets and limited, as mentioned
in the setup section, the size of our wanted experiments in order to make them
doable in acceptable times.

Mean System Time Across Different Dimensions Mean User Time Across Different Dimensions
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" Method
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Mean System Time

0.0000
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(a) System time per method across di- (b) User time per method across dimen-
mensions sions

Figure 4.1: Time graphs

Time Distribution Across Different Dimensions - System

Figure 4.2: Distribution of System times for each dimension

The tendency is very straightforward, the times are consistently similar as box-
plots in Figure 4.2 shows, and, while the ratio of the times is decreasing, prob-
ably due to the very low values ET takes, making increments with itself pro-
portionally higher, the actual difference is increasing and expected to be in that
direction without any theoretical barrier to a change in that behaviour. ET is
obviously faster.

This differences should be expected, and its part of what makes for SKD possible
to relieve from the user some need to search for kernel parameters and obtain
the already mention very flexible results, in the same way ET "sacrifices" the
leadership on some test to be able to perform them very quick.
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Chapter 5

Conclusions and Future Work

5.1 Conclusions

This work covered three main ideas: first, introducing functional data along with
its characteristics, possibilities, and methods, and explaining the two tests that
the rest of the work would examine. Second, the experimental part assessed the
sensitivity, practical applicability, and computational efficiency of the two men-
tioned methods, involving both synthetic and real-world scenarios and data.
Third, the analysis of the results provided insights into the state and capabil-
ities of both the well-known Energy Test (ET) and the more recently proposed
Supremum Kernel Distance (SKD).

From these last two sections, several tangible ideas have been extracted.

5.1.1 Sensitivity and Performance

* Sensitivity: Both SKD and ET demonstrated high sensitivity in detecting
differences between distributions across different types of data. The results
showed that both methods could effectively identify changes in distribution,
as evidenced by low p-values in numerous experiments. This indicates
strong statistical power and reliability in hypothesis testing scenarios.

¢ Computational Efficiency: While ET generally outperformed SKD in terms
of computational speed, the trade-off between speed and flexibility was
evident. ET’s faster execution times make it more suitable for scenarios
where quick results are needed. However, SKD’s ability to adjust kernel
parameters provides a more nuanced analysis, albeit at the cost of higher
computational demands. The study highlights the importance of selecting
the appropriate method based on the specific requirements of the analysis,
whether it is speed or the need for flexible kernel adjustments.

5.1.2 Real-World Applications

The real-world application of the methods showcased their capabilities, uses,
and scenarios in practical utilization, as well as the interpretation of their re-
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sults. In the studied cases, it was observed that while both methods detected
differences with high sensitivity, their detection characteristics often differed
due to the complex nature of real data. Although they agreed most of the time,
the difficulty in drawing conclusions when they disagreed was noted, owing to
the less interpretable results of these types of nonparametric tests.

5.2 Future Work

The original and intermediate ideas of the scope of the work and the process of
making it itself has lead to pending objectives or realization of more possible and
further studies.

5.2.1 On the experiments

There are two ways the experiments could be improved. First of all is the aug-
mentation of the magnitude on the trial configurations, specially for the syn-
thetic data. The one proposed seemed coherent with the presented in the origi-
nal SKD article, but information could be lost when the parameters are limited
and can’t be played more with, specially the sample size ones when comparing
complex distributions, such as the multi modal ones, could affect the accuracy
and representation of them.

The other open door is the extension on experiments and its complexity. On the
first section would enter specially distributions and parameters time didn’t allow
us to include here such as skewed distributions, like the gamma distribution, or
including more methods to compare the performances with; the other part this
work is specially missing out is more compound tests where different parameters
can interact or different types of anomalies like outliers or noise are introduced
and seeing the effect of on the performance of the tests. This could help profiling
better properties like the robustness and how to treat the data when it cames to
utilizing each of the methods.

5.2.2 On the code

While the improvement of the code was at some points thought to be an also a
possible output for this work, at the end only a few minimal corrections were
made during the process, not leaving it still free of important errors that could
be addressed.

¢ Fixing the dimension cap: A certain obstacle in the unity of our tests was
the functioning limit for some distributions in our case found at d = 1600
where, probably due to some aspect of the construction of the matrix, the
method only returned a p-value of O for every test done further from that
limit.

* Gaining efficiency: While already having a good architecture on this target
by utilizing c++ embedded code to speed up calculations probably a fur-
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ther analysis could save time in the matrix related operations or even the
bootstraping.

¢ Kernel flexibility: The actual implementation works with the very well known
Gaussian kernels family, but that is an auto-imposed limit given SKD is not
limited in what kernels can be applied and being able to choose from more
could lead to more robust results.
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